CS 470 Performance Analysis Activity
Names:
______________________
______________________
______________________

FOR THIS EXERCISE, YOU SHOULD WORK WITH YOUR ELECTIVE PROJECT GROUP

AND ANALYZE CODE RELATED TO YOUR PROJECT IF POSSIBLE
1. Verify that your code compiles and runs on the cluster. For this exercise, you should make sure you’re compiling with debug information and disable optimization (i.e., use the “-g” and “-O0” command-line flags).

2. Go to the following website and look over the instructions for using the GNU profiler, Callgrind, Cachegrind, and HPCToolkit on the cluster:

https://w3.cs.jmu.edu/lam2mo/cs470/cluster.html

3. Using at least two different tools, explore the performance characteristics of your code. Write a 2-3 paragraph summary of your findings and include tables and graphs as appropriate. Be as detailed as possible. Here are some example questions to jump-start your exploration:

· Which function is executed most frequently? Does this result match your expectations?

· What is the “hot path”--in other words, what is the call chain that is responsible for most of the execution time?

· Are there any other functions that account for significant portions of execution? Do these results match your expectations?

· Where are significant numbers of cache misses happening? Are they data misses or instruction misses?

· Are there any interesting anomalies in the results? Is there anything that you do not understand?

· Include at least one “top-level” overview of the program's performance. This can be a flat instruction execution profile, a selection of representative call graphs with profiling information, or a trace screenshot.

· Include a discussion of at least 2-3 interesting features in the data.

4. Submit your document as a PDF on Canvas by Friday at midnight. If you worked in groups, each person should submit a copy of the document; the names listed at the top must match for every submission from your group.

